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PROFESSIONAL SUMMARY:
· Data Engineering professional with around 10 years of expertise in designing, developing, and maintaining data pipelines using SQL, Python, PySpark, and Spark SQL.

· Proficient in Spark Architecture including Spark Core, Spark SQL, Data Frames, Spark Streaming, and key components such as Driver Node, Worker Node, Stages, Executors, and Tasks.

· Developed and optimized Spark applications using Spark-SQL in Databricks for data extraction, transformation, and aggregation across diverse file formats, enhancing insights into customer usage patterns.

· Deep understanding of Big Data Hadoop and Yarn architecture, with practical experience using HDFS, MapReduce, Kafka, Hive, Impala, HBase, Sqoop, Pig, Airflow, Oozie, Zookeeper, Ambari, Flume, and Nifi.

· Expertise in designing and implementing end-to-end data pipelines to extract, cleanse, process, and analyze large volumes of behavioral and log data, driving actionable insights.

· Skilled in Dimensional Data Modeling for FACT and Dimension Tables utilizing StarSchema and Snowflake schemas within Databricks.

· Proficient in Python programming for Databricks, including the use of Lists, Dictionaries, Tuples, Pandas, and the boto3 package for S3 file operations.

· Implemented IAM policies and roles within Databricks to ensure secure data access and compliance, and integrated IAM with external identity providers for Single Sign-On (SSO).
· Developed automated workflows and scripts for IAM provisioning and deprovisioning, implemented Role-Based Access Control (RBAC) to enhance data security and manage user access.

· Strong skills in data visualization using Power BI and Excel (formulas, Pivot Tables, Charts, and DAX Commands), with experience in creating interactive dashboards with Tableau.
· Extensive experience with cloud platforms including AWS, Azure, and GCP, with specific expertise in AWS Glue, Azure Data Factory, Athena, Synapse Analytics, and BigQuery.
· Strong understanding of Agile software development methodologies, including Scrum, Sprint, and traditional models such as Waterfall and TDD for Databricks.

· Experienced with CI/CD pipeline automation, data governance frameworks, and tools like Jenkins, UDeploy, and Concourse Pipeline.

· Knowledgeable in web services (SOAP and REST), Windows batch scripting for processing files, and familiar with scheduling tools such as Control-M and Autosys.
TECHNICAL SKILLS:

	Data Processing and

Analysis
	Apache Spark, Databricks, Apache Kafka, Hadoop, Alteryx, Databricks SQL,

Amazon EMR

	Cloud Technologies
	Amazon Web Services (AWS), Microsoft Azure, Google Cloud Platform (GCP)

	Data Storage and

Management
	Azure Data Lake Storage (ADLS), Azure Blob Storage, Amazon S3,

Unity Catalog, Auto Loader, GCP Bucket

	Data Warehousing
	Azure Synapse Analytics, BigQuery, Amazon Redshift

	Data Orchestration
	Azure Data Factory, Glue, Apache Airflow, ETL Pipeline, Delta Live Table Pipeline

	Visualization
	Tableau, Power BI, Databricks SQL Dashboards

	Programming

Languages
	Python, R, PySpark, Spark SQL, SQL, Java script

	NoSQL Database
	MongoDB, Neo4j, Redis.

	Databases
	MySQL, PostgresSQL, SQL Server, Oracle


WORK EXPERIENCE   
            Data Engineer

            Verizon Basking Ridge, NJ                                                                                                                 Dec’ 2022 to Present   
           Responsibilities:
· Actively participated in all phases of the Software Development Life Cycle (SDLC), including requirement gathering, design, development, testing, production deployment, user training, and ongoing support for the production environment, ensuring that each phase was thoroughly executed to meet business objectives and maintain system integrity.

· Designed and optimized data transformation processes in Oracle and Hadoop using Python and Hive, enhancing the efficiency and reliability of large-scale data workflows.

· Collaborated with Solution Architects, Engineers, DevOps, and Business Analysts to meet business requirements and deliver high-quality data products.

· Managed version control using Enterprise GitHub Repositories, maintaining code integrity and collaboration across multiple projects.
· Deployed machine learning models for search ranking and recommendations to production environments using tools like TensorFlow Serving, Flask, and Docker, ensuring seamless integration with existing systems.
· Developed complex ETL jobs to extract data from Salesforce and load it into Redshift, ensuring data consistency and availability.
· Built a Microsoft Fabric-based data platform, integrating structured & unstructured data.
· Automated data pipeline scheduling and orchestration using Airflow on Astronomer, significantly improving pipeline reliability and reducing manual intervention for daily batch processing tasks.
· Utilized Big Data technologies like Hadoop, MapReduce, Hive, Spark, and AWS services (S3, Lambda, EMR) for data ingestion, cleansing, and transformation, ensuring robust and scalable solutions.

· Designed and optimized Spark SQL queries and DataFrames for efficient data processing, storage, and transformation in HDFS.
· Implemented ML models using Fabric Data Science to enable AI-driven insights.
· Spearheaded the automation of deployment processes using Maven, Jenkins, and Git to ensure efficient CI/CD workflows for data engineering projects.
· Developed custom Spark scripts using PySpark for intricate data transformations, contributing to faster and more reliable data processing.

· Worked with Kafka REST API and Sqoop to manage real-time data ingestion and transfer from relational databases to Hadoop
· Built and maintained Docker images for microservices applications, enabling consistent deployment and scaling across multiple environments.
· Deployed and maintained multi-node Kubernetes clusters, ensuring proper configuration and health monitoring of nodes and pods for consistent application performance.
· Built Real-time and batch pipelines using GCP services.
· Worked closely with DevOps teams to automate the creation of Hadoop jobs, Presto queries, and Spark applications using Maven-based deployment strategies.

· Processed real-time data feeds using Kafka and Spark Streaming, converting them into DataFrames, and storing data in Parquet format within HDFS.

· Managed data loading into Hive and HDFS from Oracle and SQL Server using Sqoop, ensuring accurate and ready-to-process data.
· Developed KQL-based data models for anomaly detection and predictive analytics.
· Automated Dockerfile creation, optimizing images for efficiency and security by reducing image size and eliminating vulnerabilities.
· Scheduled and maintained database jobs to execute critical business functionalities, ensuring smooth operations.

· Created data movement and transformation solutions with Python and PySpark, streamlining data integration tasks.

· Tested and prototyped new data integration tools and methodologies, ensuring the implementation of industry best practices.

· Coordinated with QA teams to perform SIT and UAT, ensuring high standards of quality before deployment.

· Employed Scrum methodology, participating in Agile ceremonies to ensure project timelines and deliverables were consistently met.
· Implemented CI/CD pipelines for ADX and KQL scripts using Azure DevOps.
· Developed POC and MVP using GCP (Google Cloud Services).

Environment:  AWS Services, Hadoop, Map Reduce, Hive, Pig, Sqoop, Spark, Teradata, Parquet, Oracle12c, SQL Plus, SQL Loader, SQL Developer, PL/SQL, Designer, Workflow Manager, Workflow Monitor, Repository Manager, Kafka, GitHub, Shell Scripts, UNIX, Windows XP.
Data Engineer

NJNG (NEW JERSEY NATURAL GAS), Farmingdale, NJ                                                            JAN’ 2021 to Dec’ 2022                   

            Responsibilities:
· Worked closely with the organization analysts to convert the organization requirements and preparing low and high-level documentation.
· Implemented Natural Language Processing (NLP) techniques, such as TF-IDF and Word2Vec, to enhance the understanding of search queries and document content for better matching and ranking.
· Led the design and deployment of data pipelines using Astronomer's managed Apache Airflow service, reducing manual workflows and enabling the scheduling and orchestration of data tasks across multiple AWS services.
· Held full responsibility for overseeing the processes of Data Ingestion, Data Cleansing, and Data Transformation, which are critical for maintaining the accuracy, reliability, and usability of data across various applications and systems.
· Built batch and streaming jobs using GCP Services like BigQuery, Pub/Sub, DataProc, Dataflow, Cloud Run, Compute engine and Cloud Composer.
· Configured Kubernetes namespaces, roles, and role-based access control (RBAC) to enforce security policies and proper access control in the cluster.
· Utilized Python 3.8 and the AWS Serverless stack to build, automate, and manage scalable, resilient, and cost-effective cloud-based applications, significantly enhancing the efficiency and performance of data-driven operations.

·  Successfully built and configured infrastructure, networks, and systems with a focus on ensuring scalability, resiliency, availability, and disaster recovery, all through the use of Infrastructure-as-Code methodologies.
· Employed Terraform as the primary tool for Infrastructure-as-Code, allowing for the automation of the provisioning and management of cloud resources, thereby reducing manual effort and minimizing the potential for configuration errors.
· Developed a KQL-based log monitoring system for security and infrastructure alerts.
· Good experience with GCP Stack driver Trace, Profiler, Logging and Error Reporting, Monitoring
· Applied Terraform to effectively launch and configure EMR and EC2 servers, ensuring that the necessary software and services were installed and optimized to meet the specific requirements of the project.
· Managed Identity and Access Management (IAM) for various AWS services and accounts by using Terraform, ensuring secure and controlled access to sensitive resources across multiple environments.
· Focused extensively on building Virtual Private Clouds (VPCs) from the ground up using AWS CloudFormation, which involved creating and configuring private and public subnets, security groups, network access lists, and setting up internet gateways and OpenVPN, as well as creating custom Amazon Machine Images (AMIs), and implementing user access management, role-based access, multi-factor authentication, and API access controls.
· Created DynamoDB tables specifically designed to load and manage large volumes of structured, semi-structured, and unstructured data originating from diverse sources, including UNIX systems, NoSQL databases, and other varied portfolios.
· Integrated Docker with CI/CD pipelines to automate the build, testing, and deployment of containerized applications to Kubernetes clusters.
· Designed and implemented high-performance real-time analytics pipelines using Azure Data Explorer (ADX) and KQL.
· Automated container orchestration using Kubernetes, deploying and managing large-scale applications with self-healing capabilities, automatic scaling, and rolling updates.
· Automated the triggering of Python scripts hosted on AWS Lambda, and closely monitored the execution and performance of these scripts through AWS CloudWatch, ensuring smooth and error-free operations.
· Loaded large datasets into Spark Resilient Distributed Datasets (RDDs) and performed in-memory computations to generate high-speed, scalable output, optimizing data processing workflows for real-time analytics.
· Provisioned AWS Landing Zones to create a customized baseline for AWS accounts, networks, and security policies, facilitating the standardized deployment and management of cloud environments across the organization.
· Developed robust data pipelines using Apache Kafka to efficiently stream and process real-time data, ensuring timely delivery and processing of data across distributed systems.
· Implemented advanced techniques such as Partitioning, Bucketing, and Salting on various tables to improve query performance and optimize storage, leading to significant enhancements in data retrieval speeds.
· Collaborated closely with external vendors and partners, including Salesforce, to successfully onboard external data into Target S3, ensuring seamless integration and data consistency across platforms.
Environment: Python3.8, Shell Scripting, PySpark, Spark3.0, Spark SQL, Spark DF/DS, AWS S3, AWS Lambda, DynamoDB, UNIX, PowerShell, Terraform, SNS.

Data Engineer

J&J (Johnson & Johnson) Bridgewater, NJ                                                                                  Sep’ 2019 to Jan’ 2021
            Responsibilities:
· Proficient in Microsoft Azure components, such as Azure Data Factory, Azure Data Lake Storage, Azure SQL, Azure Databricks, HDInsight, and ML Service.
· Leveraged expertise in Microsoft Azure components, including Azure Data Factory, Azure Data Lake Storage, Azure SQL, Azure Databricks, HDInsight, and ML Service, to architect and implement robust data solutions tailored to Johnson & Johnson’s healthcare domain.

· Developed Spark applications utilizing PySpark and Spark SQL to extract, transform, and aggregate healthcare data from various sources, enabling advanced analytics and insights into patient health trends and treatment efficacy critical to Johnson & Johnson’s pharmaceutical and healthcare product lines.

· Applied a deep understanding of Spark Architecture, including Spark Core, Spark SQL, Data Frames, Spark Streaming, driver node, worker node, stages, executors, and tasks, to optimize data processing pipelines, ensuring scalability and performance for Johnson & Johnson’s large-scale healthcare data operations.

· Designed and implemented Spark jobs using Scala to interface with PostgreSQL databases via Spark SQL Context, facilitating seamless integration of clinical data into Johnson & Johnson’s analytical workflows.

· Demonstrated proficiency in optimizing Spark application performance by fine-tuning parameters such as batch interval time, parallelism level, and memory allocation, enhancing data processing efficiency within Johnson & Johnson’s data ecosystems.
· Built scalable ETL/ELT pipelines using Fabric Dataflows and Data Factory.
· Engineered a hierarchical representation of healthcare systems by defining components and subcomponents using Python, creating a reusable library of functions specifically tailored to Johnson & Johnson’s healthcare data processing needs.
· Documented and shared best practices for Docker containerization, Kubernetes deployment, and orchestration strategies with cross-functional teams to ensure consistency across development, QA, and production environments.
· Collaborated with Johnson & Johnson’s sales analysts, marketing strategists, and product managers to define key performance indicators (KPIs) and data requirements that align with the company’s strategic objectives in healthcare and consumer products.

· Designed and implemented data models for enterprise healthcare data lakes, accommodating diverse use cases such as clinical analytics, claims processing, population health management, and regulatory reporting, central to Johnson & Johnson’s data-driven decision-making processes.

· Assumed responsibility for production support, on-call duties, and rapid problem-solving to ensure uninterrupted data processing operations critical to Johnson & Johnson’s healthcare analytics and decision-making.
Environment: Azure data factory, Azure data lake storage, Databricks, Spark, SQL Server, Python, CI/CD Jenkins, Spark-SQL, Scala, Pyspark, Spark-SQL, PostgreSQL.
            Data Engineer                                                                                 



            ADP Roseland, NJ









          Nov’ 2017 to Sep’ 2019
Responsibilities:  
· Applied expertise in performance tuning of Spark Applications, optimizing Batch Interval time, Parallelism levels, and memory allocation to ensure efficient processing of healthcare data, adhering to HIPAA regulations and industry standards.
·  Utilized triage techniques to assess and prioritize incoming issues based on severity, impact, and urgency, ensuring prompt resolution of critical healthcare data issues.
· Actively sought opportunities for process improvement within the triage workflow, leveraging feedback and data analysis to enhance efficiency in resolving data issues.
· Orchestrated the seamless migration of on-premises healthcare data to Snowflake, leveraging its cloud-native architecture to optimize performance, scalability, and cost efficiency.
· Estimated cluster size, monitored, and troubleshot Spark Databricks clusters to ensure optimal performance in data processing workflows.
· Leveraged expertise in Microsoft Azure components like Azure Data Factory, Azure Data Lake Storage, Azure SQL, Azure Databricks, HDInsight, and ML Service to develop robust data solutions.
· Developed Spark applications using PySpark and Spark-SQL for data extraction, transformation, and aggregation from multiple file formats, uncovering insights into customer usage patterns.
· Successfully implemented triage processes in the workflow, enabling efficient and effective issue management and resolution.
· Represented the system hierarchy by defining components and subcomponents using Python, creating a reusable library of functions tailored to specific user needs.
· Designed and developed Data Models for an Enterprise Data Lake, handling analytics, processing, storing, and reporting of large volumes of rapidly changing healthcare data.
· Took responsibility for production support, on-call duties, debugging, and rapid problem-solving, ensuring uninterrupted healthcare data processing and analytics.
Environment: Spark-SQL, Scala, Pyspark, Spark-SQL, PostgreSQL, Azure data factory, Azure data lake storage, Databricks, Spark, SQL Server, Python, CI/CD Jenkins.
Data Analyst
ADP Hyderabad, India







          May’ 2015 to Apr’ 2017
Responsibilities:  
· Represented the system hierarchy by defining components and subcomponents using Python, creating a reusable library of functions tailored to specific user needs.
· Developed real-time data processing systems using Spark Streaming and Kafka.  

· Designed and maintained Data Models and Data Dictionaries for accurate data integration.
· Retrieved and processed large datasets with SSIS, querying SQL Server, Oracle, and legacy systems.
· Utilized SSIS transformations like Lookups, Merge Joins, and Conditional Splits.
· Transferred data from sources including MS Excel, MS Access, and Flat Files to SQL Server using SSIS/DTS packages.
· Optimized ETL processes and SQL scripts for enhanced performance and data validation.
· Built and managed ETL packages with SSIS and OLE DB connections.
· Created UNIX Shell Scripts for file management and data handling.
· Developed Power BI Reports and Dashboards with Data Blending and DAX queries, and Tableau Dashboards
· Configured SSAS roles and implemented cell-level security using MDX expressions, and designed Star and Snowflake Schemas.
Environment: SQL, Azure Data Factory, Kafka, SQL Server, MS Excel, Microsoft
SQL Developer
EPI-USE Hyderabad, India                                                                                                            Dec’ 2014 to MAY’ 2015
Responsibilities:  
· Represented the system hierarchy by defining components and subcomponents using Python, creating a reusable library of functions tailored to specific user needs. 
· Established and nurtured strong relationships with end-users and technical teams throughout the lifecycle of projects, ensuring clear communication and successful outcomes.
· Created, developed, and maintained SQL processes specifically for channel performance data warehousing, enhancing data accuracy and accessibility for analysis.
· Developed and optimized ETL processes using SSIS and performed analytical processing with SSAS and reporting with SSRS, facilitating robust data integration and reporting solutions.
· Collaborated effectively with development teams and vendors to provide detailed reporting on ongoing software development projects, ensuring alignment with project goals and requirements.
· Supported and optimized a wide range of database objects, including stored procedures, triggers, and views, to enhance database functionality and performance.
· Conducted thorough code reviews to ensure database objects and processes met high standards of quality, efficiency, and best practices.
· Partnered closely with developers to design and implement high-performing data-centric applications and components, contributing to overall system effectiveness.
· Worked closely with development managers and on-site teams to deliver tailored solutions that met project specifications and business needs.
· Continuously focused on optimizing database systems for improved performance, reliability, and scalability, contributing to the overall success and efficiency of data operations.
Environment: SQL, SSAS, Stored Procedures, Triggers, Java, Unit Testing
